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do not model when it is obvious

do not model without a strong theory
do not model models with more than three parameters
do not simulate when analytic results are possible (with help)

do not simulate with more than 300 lines of computer program
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Do read history

Do read other sciences

Do listen to mathematicians

Do listen to psychologists (but not too much)

Do listen to computational linguists (but not too much either)

Do listen to linguists (computers can be your friends but wonOt do your
work for you)
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Rules of Engagement

Knowledge and Learning in Natural Language . (OUP 2002)
Formal sufficiency: Does it plausibly work?
Developmental compatibility: How does it work?

Explanatory continuity: What makes it work?



Outline

1. Learning in a finite space of grammars

a. analysis of triggering as a Markov chain

b. analysis of variational learning as a Martingale
2. Distributional learning in language

a. statistics in lexical and syntactic learning

b. how much can statistics help

[A Constraints from language development
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Learnabllity In a Finite Space



The lure of finite space

¥ Virtually all formal theories of grammars are finite, some stress it more
than others, some use it in language acquisition

¥ theories that are not finite in the technical sense (VC-dimensionality) are
not even contenders

¥ Does a finite space of grammars trivialize the problem of learning?
¥ Formally yes, but empirically no

¥ Chomsky (1981, LGB):p10-12

¥ Chomsky (1965, Aspects, p61-62)f)We want the hypothesis compatible
with fixed data to be OscatteredO in value, so that choice among them ce
be made relatively easily.O



Triggering

Analyze s with G
1. if s! Lg, then do nothing
2. otherwise

(a) randomly Rip a parameter valueto obtain G' (Sin-
gle Value Constraint)

(b) if s! Lg' then keg G' otherwise revert badk to
G (Greediness

(c) Go to next sentence




Criterion for Success

¥ psychological factors
¥ plausibility (hence memoryless, SVC)

¥ developmental compatibility: to what extent is the behavior of the model
comparable to the child language acquisition

¥ formal factors

¥ does it converge?

¥ does it converge in a reasonable amount of time? (cf. Constraint Demotion
in OT)



Markov Chain

¥ the TLA learner can be viewed as avlarkov ch ain

¥ note that this has nothing to do with the familiar objections to the
Markovian approach to language (e.g., finite state grammar)




Markovian properties

¥ We are interested in P(i, t), the prob. of the learner being in state/
grammar i at time t.

®\4‘@<3/@ PG.t)=  aP(it! 1)

;‘ 115
a2

a; IS the prob. of moving fromi1to 5
this ought to be estimated by studying the input

P(L1! Lo|L)= P(s|s" L,s#'Ly,s" Ly)



Formalizing Triggers

¥ Berwick & Niyogi (1996, LI)
¥ Learnability:
¥ the learner starts somewhere (anywhere, a unique states, some set of state
are all logical possibilities, and some are stronger requirements than
others)
¥ all target states are reachable after some definite time

¥ (once you get here, youOre not going away by hypothesis)

¥ OKto require all grammars to be learnable--then the whole class of
language is learnable but that neednOt be the case empirically

¥ Need to find the transition matrix for the parameter space

¥ different space and different learning models have different matrixes which
all can be formalized in this fashion



3 Parameter Space (S-H, H-C, V2)
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Comments

¥ The Markov calculation allows us to estimate the expectedtime (or data

guantity) to convergence: this is absent in much of the learnability work
before

¥ Triggering is dead.

¥ Perhaps the learner can read off more from the input than just yes/no
(Fodor 1998)

¥

¥

cf. most OT learning models assume that the learner has access to
underlying form, surface form, and the alternative ranking violations

these assumptions are much stronger than those made in traditional work
In learnability



The view from development

Many (but not all) aspects of child grammar develop gradually

Child grammar does not always corresponds to a unique grammar in UG
(on subject drop Valian 1991, Wang et al. 1992, Bloom 1993, contra

Hyams 1986, Hyams & Wexler 1993)

Time to add probabillities
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after Bloom (1993) O ke O Adam



Variational Learning

Givenaninput sentences, thelearnerselectsa grammairG; with probabilityp;:

NI (p=pi+!'(1# p)

a. If G sthen<\ :)j! = (1# )p fi8i
e [ pi=(1#!)p

b. if Gj $" sthenc J'!:N71+(1#!)pj £ 8

\

a general learning model (Bush & Mosteller 1951, Herrnstein & Loveland 1975)

¥ Dutch: SVO, XVSO, OVS
¥ Hebrew: SVO, XVSO

¥ English: SVO, XSVO
¥ clearly, the target grammar will win in the long run ¥ Irish: VSO, XVSO

¥ Fitness: prob. of a grammar failing in an environment

¥ not something the child keeps track of

¥ this can happen without fully unambiguous evidence for ¥ Hixkaryana: OVS, XOVS
the grammar (contra Fodor 1998)



Why learning

IS not triggering

B "

X AN

Optimal strateg in Natu

le Is to try out all possibllities

IN the ervironment

Language Is a&wy recent e/olutionary event but
language learning uses an ancient trick



Battling Ambiguity

¥ learning model can be parameterized:
¥ parameter values has weights (p for Yes, g for No, p+g=1)

¥ reward/punish parameter values on the basis of the composite grammar
(see Gutmann & Yang 1999, Yang 2002 and Straus & Guttmann prog. )

¥ the analysis use the Martingale Theorem, E[P(target, t)] ! E[P(target, t-1)]

¥ No need for ordering or cues

¥ Lightfoot/Dresher: if B can be correctly set only after A, then the learner
(innately) knows to look for cues for A before B. This is deterministic
learning

¥ variational learner: let them compete

H

before A gradually drifts to target value, B will fluctuate

¥ after Ais set correct, B will set itself quickly



Evidence

Interpretation of child grammar errors as non-target but UG-possible
grammars (see also Roeper 1999, Crain & Pietroski 2002, Rizzi 2005)

The variational model leads to a model of language change that explains
the direction of grammar change (Yang 2000, Kroch 1989)

Some statistical evidence for variational learning



Eary (<1;8)

Late (~3;0)

Parameter & Fequency

Parameter Signatuy Hequeng
Wh fronting Wh questions 30%
VIT V adv/neg 7%
02 t%?etgly "there" expleties 1.2%
V2 10 VS ~1%
Scope marking long distance 0.25%

Wh guestions

Legate & Yang (2002, Linguistic Review)
Yang (2004, Trends in Cognitive Science)

Morphological gidence ér Tense &

the development of Root InPnites
Language [+T]-[- T] RI duration
Spanish 54.4% ~2;0
French 39.8% ~2;8
English 8.8% >3;5

Legate & Yang (2007, Language Acquisition)
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Probability and Learnability

Probability can make parameter setting more robust
Probability can give a better account of syntacticdevelopment

Probability takes nothing away from UG: UG just does have to do all
the work

Probability gives a quantitative role for the input, which has been
largely ignored by the proponents of UG, and to the detriment of the
enterprise
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Distributional Learning



The Need for Modeling

¥ Word segmentation (Jusczyk 1999): multiple strategies

¥ statistical learning (Saffran, Aslin & Newport 1996), phonotactic cues
(Jusczyk et al. 1993), metrical stress (Juscyzk, Cutler & Redenz 1993),
allophonic cues (Jusczyk, Hohne & Bauman 1999), memory (Jusczyk &
Hohne 1997), isolated words (Brent & Siskind 2001)

¥ But how do these strategies interact? (Gambell & Yang 2005 ms)

¥ to establish the effectiveness of one strategy, one needs tmeutralize
other strategies

¥ Dbut see Johnson & Jusczyk (2001) and Thiessen & Saffran (2003)



Bootstrapping

¥ Language specific strategies:carriage before the horse
¥ stress (Jusczyk et al. 1998), harmony (Suomi et al. 1997)

¥ Vowel harmony as word boundary marker doesnOt work for child-directed
Turkish (Ketrez & Yang 2006). about chance level

¥ Language-neutral strategies:
¥ statistical learning by transitional probabilities (Saffran et al. 1996)
¥ modeling results based on child-directed English (Gambell & Yang 2005),

assuming syllabification is in place (Jusczyk et al. 1993, Onishi, Chambers,
& Fisher 2002)



Evaluating Statistical Learning

¥ The problem with multiple strategies (Golinkoff & Hirsh-PasekOs
emergent coalition model, ChristiensonOs multiple cue model, etc.)

¥ Formal sufficiency:

¥ what is the relative contribution of the multiple strategies/cues? how do
they work (exactly)? 30%+30%+40%=100%"7

¥ does artificial language learning results scale up to natural language
learning tasks?



Proper Assessment

¥ Is the model psychologically plausible?

¥ this rules out virtually all the models in computational linguistics (see
Brent 1999 for review)

¥ Is the model up to the task?
¥ this rules out virtually all the models in the psychology literature
¥ Precision and Recall (standard in computer science)

¥ Precision = (# of real words the model conjectured)/(total # of words the
model conjectured)

¥ Recall = (# of real words the model conjectured)/(total # of words the
model SHOULD HAVE conjectured)

¥ think of Google search



Transitional Probabilities

¥ Chomsky (1955): TP(A! B), transitional probability, is a good indicator
of what word boundaries can be found

¥ TP(A! B)=P(AB)/P(A)

¥ oprel tty! ba! by

¥ P(pre! tty)>P(tty ! ba)<P(ba! by): word boundary
¥ Saffran, Aslin, & Newport (1996): Infants can do that

¥ artificial language: three CV syllables as OwordsO

¥ inter-word TP = 0.33, intra-word TP = 1

¥ two minute exposure, 8-month-old infants
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Statistical learning Is poor

Precision = 41.6%, Recall = 23.3%
Local minima work only if a TP Is lower than its neighbors
It can never work for small, monosyllabic words

Overwhelmingly, words in child-directed speech are monosyllabic: in
Saffran et al. (1996), all OwordsO are uniformly 3-syllable long

85% of monosyllabic words are followed immediately by monosyllabic
words: with a wrong algorithm, it hurts to start small

TP: P(A->B)=P(AB)/P(A). When P(A) changes, then all P(A->B) change
(l.e. thousands of changes per syllable heard)

Where do we go from here?



Listen longer ...

450 1 T T T T
400 .
350 | .

300 1

250 | |I TP| 7

Sum |Delta_ TP
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# of Syllables Processed

average change in TPis 0.0028 per 10,000 syllables



Listen to the right thing ...

¥ Unique Stress Constraint (USC): a word may not bear more than one
stress, perhaps as a derivative of some general prosodic principle

¥ darthv ader are two words but chewbacca is one

¥ Ongoing work with Kyle Gorman & Jiahong Yuan (Penn) to extract
primary stress from acoustics

¥ Implemented a bootstrapping model that uses previously segmented words
(Peters 1983, Pinker 1984, Bortfeld et al. 2005): substitution (Gambell &

Yang 2003)
Model Precision Recall F-score
SL 41.6% 23.3% 0.298
SL+USC 73.5% 71.2% 0.723
USC+substitution 85.9% 89.9% 0.879

brute force algrithms only get about close to 80% (8nt 1999)




HarrisOs Legacy

¥ Harris (1955): proposes that transitional probability can be used to find
morpheme boundaries from phonemes

¥ Chomsky (1955) adapted the idea for finding word boundaries over
syllables

¥ Pitler & Keshava (2006): Harris + substitution
¥ morpheme induction competition: precision = 83%, recall = 79%

¥ developmental sufficiency and psychological plausibility remain to be seen



Statistics and Structures

sl np+vp:l
Transitional
Probability = —  XP np! n.2
np! det+n .35
np! adj+n .4
Aem — — — B C,———-D vp! v: 2
N / vp! v+np .3
v vp! adv+v .3
vp! v+pp .2
pp! p+np 1
¥ Saffran (2001), Thompson & Newport (2007): predictive dependency as
a boundary

¥ Dbest rules in CHILDES: Opronoun auxO and Oaux pronounO

¥ Lignos (2006): phrase boundaries do not reliably correspond to local
minima when tested on an artificial grammar



Walk on Ice

¥ Most grammar learning algorithms use some form of Expectation
Maximization:

¥ structures/rules that are used more frequently in the training data are
rewarded

¥ early results in PCFG induction were exceedingly poor (Charniak 1993)

¥ de Marcken (1995): even toy examples trip up the learner (cf. Lignos
2006)

(A) VP (B) VP (C) PP (D) NP
RN N N RN
V PP V NP V PP V. NP
/N /N /N VAN
P N P N P N P N
(E) VP (F) PP (G) NP (H) NP
N RN N N
VP N PP N VP N PP N
/N VAN VAN VAN

vV P v P vV P vV P



What Counts

¥ statistical methods: maximize the predictability of the training data

VP
\‘/ PP
walk /\
P T
o‘n Ice

(intuitive) claim: 1V, P) > I(P, N) > I(V, N)

<zV & P would be put together as a rule, which would minimize entropy



ldea of a fix

¥ de Marcken (1995): add the notion of head

¥ relatedness is betweenheads (and the phrases they project), not between
words

¥ I(V,P)=1I(V, PP)

¥ Headness (or its dependency equivalent) now universally assumed in
the computational linguistics literature

¥ The algorithm (EM) is still the same: we are still keeping track of statistics,
but the structures over which statistics is gathered are different, and
iIncorporate insights from linguistics

¥ We can keep both the linguistOs and the psychologistOs insights



Silver Bullet?

¥ Probablility on grammar makes learning easier and (thus) renders UG
less irrelevant

¥ OStobastic gmammars can also be easier to learn than their non-stbastic
counterparts. for example, though Gold shows that the class of context-free
grammars is not learnable, Horning shaved that the classic of stobastic
context-free gammars is learnableO.

¥ Oif the language faculty is probabilistic, the learning task is considaily
more achievableO

¥ OTe belds of statistics and mduine learning have made enormous
advances ... it Is often easier to learn wer continuous spaces than
discontinuous categorical spaces, essentially because the presence of
gradients can direct learningO



Probabillity in Learning

¥ Weakens GoldOs criterion of convergence but must step up to the
efficiency and distribution-free criteria of Probably Approximately
Correct (PAC) learning framework (Valiant 1984)

¥ The results cited in support of this (Horning 1969) does neither.

¥ Learnability results for a specific kind of Context-free Grammar, one
that associates rule expansions with probabillities (see Pitt 1989 for a
more general result)

¥ This leads to a very favorable distribution of sentences:the longer a
sentence gets, the less likely it getsthis effectively renders a grammar
finite, which Gold already shows to be learnable

¥ Even so, HorningOs learner performs an exhaustive search

¥ Context free grammars with arbitrary distributions are not efficiently
learnable (Kearns & Valiant 1989)

¥ As always, need to check plausibility and developmental predictions



¥

¥

Some Personal Views

Do not believe the answers to language acquisition will come from
computer science but will come from linguistics and psychology

¥ recall ChomskyOs remarks on OscatteringOAspects

osychology provides evidence for the mechanisms that may be used in
anguage acquisition (does it scale up?)

Inguistics provides the constraints and representations over which the
mechanisms are applied

Data Structure + Algorithm: algorithm may be quite general but data
structure is specific to the faculty of language

Computational modeling is an effective way to evaluate empirical
proposals but it has no relevance whatever if detached from linguistics
or psychology
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